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Abstract—Non-playable characters (NPCs) enhance a
player’s immersion in a video game. Communications
among NPCs create atmosphere and, in some games, are a
core element of the gameplay. Yet, the majority of games
manually script inter-NPC communications creating only
an illusion of such exchanges. Doing so is laborious and
results in fixed interactions which may not respond to the
player’s actions or changes in the environment. In this
paper we propose procedural content generation (PCG)
for emergent inter-NPC languages. Indeed, recent research
demonstrated that deep neural networks can be trained
to develop an artificial language to communicate with
each other. The work used a fixed, handcrafted network
architecture identical for both the sending and receiving
agents. We extend the work by using neuroevolution for
both the sender and the receiver. In doing so we evolve both
the architecture and weights of the agents and show that
they successfully develop novel languages to communicate
among themselves.
Index Terms—Linguistics, Language and Speech; Neural
networks/Deep learning; Evolution Strategies; Machine
learning

I. I NTRODUCTION
Simulation games [1], [2], as well some adventure
games [3] involve procedural generation of populations
of agents. These agents should be interesting, surprising, and responsive to their environment. That is, the
physical and behavioural characteristics of these agents
should emerge as a response to their physical and social
environment, as this adds consistency and realism to the
simulation while increasing the player’s sense that their
decisions are actually consequential.
Despite the procedural generation of numerous aspects
of NPC characteristics in simulation games, language
and communication tends to be either scripted [4] or
something that agents only pretend to engage in but
which is ultimately inconsequential [5]. As such, this
scripted or faked inter-NPC communication is a departure from the other desirable emergent characteristics of
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procedurally generated NPCs. Emergent communication
(EC) [6] provides a possible means of solving this
problem. With EC, NPCs could develop their own real
languages and use these languages to cooperate and
communicate. Emergent languages have been shown to
vary greatly when the topics of communication change,
demonstrating responsiveness even to subtle changes in
the environment in which they are developed [6]. As
such, EC provides an exciting avenue to procedurally
generate NPC languages which have desirable emergent
properties, adding depth and richness to game worlds.
Currently, emergent languages are simple, unpredictable, not interpretable by humans, and lack natural
language properties (e.g., syntax, grammar). While this
may be sufficient for certain games which embrace
unpredictability and unusual outcomes [7], it makes
EC in its current form a poor choice for AAA titles.
This is because these titles require increased control
to deliver an experience that is guaranteed to be high
quality. Continued progress in EC, though, may be able
to tame this unpredictability and create natural emergent
languages which can be understood by humans. So,
while the work in this paper may only be relevant to
certain niche game types, we believe that this line of
research could lead to results which may be incredibly
useful for a wide variety of game types.
Contemporary work in EC has used reinforcement
learning (RL) to train agents. Recent work in evolution
strategies (ES) [8], [9], though, has shown that ES can
be competitive or even preferable for certain tasks when
compared to RL. We believe that ES has many attractive properties for inter-NPC emergent communication.
Evolution strategies are comparatively simple and easily
implemented, making them desirable for application
in industry. They have been shown to outperform RL
on tasks which involve noisy or sparse rewards [10],

which has been shown to be a problem with certain
EC tasks [11]. They are easily parallelizable and scale
naturally to populations of various sizes. ES requires no
differentiable model of the environment. In addition, ES
can be combined with RL when training deep neural
networks and combining the two has in some cases
performed better than using either methodology on its
own [8]. As such, there is clear value in exploring
the applicability of ES to emergent communication in
addition to reinforcement learning.
We propose to procedurally generate NPCs implemented as deep neural networks that actually communicate with each other using their own language. In this
paper we take a first step towards this task by extending
existing recent work [6] with neuroevolution [8], [9],
which is a class of ES algorithms tailored to evolving
neural networks. This neuroevolution is twofold: we
evolve the weights of communicating agents, as well as
their architecture. Evolving the architecture of communicating agents has two benefits: (i) evolution of architecture further reduces handcrafting of agents, incorporating
increased procedural generation of these agents and
(ii) architectural evolution has been shown to improve
performance when compared to fixed architecture [12],
so this allows us to explore whether or not architectural
evolution is useful for emergent communication.
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Fig. 1. Example of a possible initial network architecture when

using random architecture.

referential game [6], [13]. The agents played the referential game with both human-annotated and pixel data.
The agents learned with deep reinforcement learning and
had a priori handcrafted architectures.
Emergent communication has been utilized to facilitate cooperation between agents in multi-agent environments [11]. These agents had fixed, handcrafted
architecture, and were provided with extra information
about other agents in their environment during training
(e.g., rewards, observations). Our agents have no information about each other beyond messages received and
communicative success.
Early work in emergent communication [15] trained
robots to play a referential game using physical objects.
Agents had various pre-defined cognitive layers (e.g.,
sensory, conceptual) to learn representations and communicate. Our agents have no such pre-defined layers.
All cognitive functionality was learned from scratch.

II. P ROBLEM F ORMULATION
In this paper we address the problem of training agents
to develop their own languages so as to cooperate with
each other. In line with previous work [6], we formalize
the problem as a repeated referential game played by
agents. In these games a speaker agent AS is shown
some target object. A listener agent AL is shown the
target and some distracting objects. The speaker then
sends messages to the listener which the listener uses
to attempt to choose the target object rather than a
distracting object.
Our objective in this paper is to maximize the referential game success rate of agent pairs when playing
the referential game where the objects being referred to
are previously unseen. For a repeated referential game
over T rounds, we define the success rate of an agent
pair (AS , AL ) as the proportion of rounds in which AL
correctly chooses the target object. While the behaviour
of these layers changed as agents learned, each layer had
a predefined function and use.

IV. P ROPOSED A PPROACH
Speakers AS and listeners AL are both recurrent
neural networks (RNNs). While we periodically mutate
the architecture of AS and AL , an initial architecture for
the first generation is needed. We test two initial RNN
architectures: a gated recurrent unit (GRU) [16], and an
RNN with partially randomized architecture. Figure 1
shows an example of a randomized RNN in tree form
- the structure of any other randomized initial RNN
will be the same but the orders of inputs, as well as
the various operators, will be randomized. We selected
these initial architectures to test, respectively, whether
neuroevolution could improve the performance of a well

III. R ELATED W ORK
Recent work showed that it is possible to train agents
to develop language from scratch so as to succeed at a
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(e.g., inserting a tanh gate or a multiplication gate
(Figure 2)), (iii) operator removal (e.g., removing an
addition gate and replacing it with one of its arguments
(Figure 3), or removing a sigmoid gate).

tanh
mul

add
add

V. E MPIRICAL E VALUATION
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We used the Visual Attributes for Concepts
Dataset [17]. This dataset contains 500 concepts
(e.g., dog) in 16 categories (e.g., animals). For
each concept, there are human-generated annotations
describing its characteristics (e.g., has fur).
We compared the random RNN and GRU initial architectures, each with and without architectural mutation.
This resulted in four experimental conditions. We call
the two conditions involving a random RNN RT+E
and RT, denoting respectively the condition for which
architectures are evolved and the condition for which
they are not. Similarly, we call the GRU conditions
GRU+E and GRU.
To evaluate our experimental conditions we randomly
partitioned the dataset into a training set, validation
set, and test set. For each experimental condition we
executed an evolution run with this partitioning for a total
of 4 runs, each executing for 420 generations. For a given
run, each generation, all agent pairs played the referential
game with concepts chosen from the training set. The top
agents of a given generation, in addition to reproducing,
were chosen to play the referential game again using
objects from the validation set. At the end of a given
evolution run, the agent pair which performed best on
the validation set was chosen to play the referential game
with the test set. The performance measure by which
we compared the four experimental conditions was the
test set performance of the agent pair chosen from that
condition’s evolution run.

o

Fig. 2. Insertion mutation mechanism. Example of a multiply

node being added as a parent to the add node. A second child
is added as part of the addition.
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Fig. 3. Shrinking mutation mechanism. Example of a multiply

node being removed, along with one of its child subtrees.

known RNN architecture, and whether an RNN with no
specific engineering could be evolved to communicate
effectively. These RNNs are implemented as program
trees (Figure 1) to facililitate architectural mutation.
Agents AS and AL are each equipped with their own
feedforward neural networks FS and FL , respectively.
These feedforward networks are used to preprocess target and distractor objects before they are inputted to their
respective RNN. The networks FS and FL both have a
single hidden layer and use sigmoid activation.
In this paper we use evolutionary search [8], [9]
to generate the architecture of AS and AL as well
as update the weights of AS , AL , FS , and FL . For
this evolutionary search, populations of speaker-listener
pairs (AS , AL ) are evaluated on their performance at a
repeated referential game. At each generation, the best
performing pairs of that population reproduce asexually
to create the next generation. For a given agent pair
(AS , AL ), reproduction consists of two parts: (i) the
weights of AS , AL , FS , and FL are mutated with
Gaussian noise, (ii) the architecture of AS and AL is
mutated. Possible architectural mutations are (i) operator
swapping (e.g., changing one of the RNN’s addition
gates to a multiplication gate), (ii) operator insertion

TABLE I
S UCCESS RATES OF EACH EXPERIMENTAL CONDITION ON THE
REFERENTIAL GAME WITH OBJECTS DRAWN FROM THE TEST SET.

Success rate

RT+E

Test

38.4%

Experimental condition
RT
GRU+E
GRU
20.5%

44.8%

44.0%

Results
The set with which we tested each run’s best-performing
agent pair consisted of 8000 samples, where each sample
consisted of 5 objects drawn from the test set: one target
and four distractors. A success rate of 50%, for example,
denotes that for agent pair (AS , AL ), AL correctly
guessed on 4000 of the 8000 test samples.
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Table I shows the success rate of each experimental
condition’s chosen agent pair. Given that we used four
distractors, if agents guessed randomly then their expected success rate would be 20% (the baseline). All experimental conditions other than RT achieved accuracy
significantly higher than the baseline (one-tailed z-test,
p = 10−16 for all conditions other than RT). While the
success rate of condition GRU+E was higher than that
of GRU, this difference was not signficiant (two-tailed
z-test, p > 0.05). Conditions GRU and GRU+E both
performed significantly better than conditions RT+E and
RT (two-tailed z-test, p < 1 × 10−12 ). Condition RT+E
performed significantly better than condition RT (twotailed z-test, p < 1 × 10−16 )

investigate larger groups which can communicate with
each other, rather than the communicating pairs in this
paper. Finally, future work will extend our evolutionary
search with sexual reproduction and speciation [8] in an
attempt to evolve more complex agent designs that may
need a longer time to mature [20].
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